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Abstract. Multi Net Systems have become very popular during the last

decade. A great variety of techniques have been proposed: many of them

resulting in excellent performance in recognition tasks. In this paper, we

will show that focusing on the hardest patterns plays a crucial role in

Adaboost, one of the most widely used multi net systems. To do this, we

use a novel technique to illustrate how Adaboost e�ectively focuses its

training in the regions near the decision border. Then we propose a new

method for training multi net systems that shares this property with

Adaboost. Both schemes are shown, when tested on three benchmark

datasets, to outperform single nets and an ensemble system in which

the training sets are held constant, and the component members di�er

only as a result of randomness introduced during training. Their better

performance supports the notion of the bene�cial e�ects that can result

from an increasing focus on hard patterns.

1 Introduction

During the last decade there has been an increasing interest in combining Arti-
�cial Neural Networks. As discussed in [1], the theoretical advantages of multi
net systems are numerous: high performance, fast training, improved under-
standability and easier design, among others. A number of di�erent methods for
combining neural nets have been proposed; methods which explore di�erent is-
sues such as specializing the base networks on certain regions of the input space
(the divide-and-conquer approach) or using committees of redundant nets all
of which o�er a di�erent solution to the same task. Closely related to this, is
the issue of selecting the best network to use depending on the input pattern
or, alternatively, fusing the outputs of all the component nets. Among all the
approaches that have been proposed in the literature, in this paper we will pay
attention to those fusing the outputs of all the classi�ers forming the multi net
system, and, in particular, to Adaboost [2].

The idea of boosting classi�ers was �rst proposed by Schapire [3], as a way to
improve the performance of any \weak" learning algorithm that obtains solutions



which are simply better than a random guess. A more convenient algorithm for
boosting classi�ers, Adaboost.M1, was proposed in [2] and then improved in [4]
(RealAdaboost). Adaboost works by re�ning the border of classi�cation each
time a base learner is added to the scheme, increasing the importance of the
patterns that are hardest to classify.

To explain the good performance of Adaboost, the authors of the method
originally proved that a bound on the training error is reduced as the number
of nets in the Adaboost scheme grows. The fact that Adaboost concentrates on
the hardest to classify patterns also seems to be very important, as Breimann
[1] points out. Breimann [1] presents an alternative method (Arc-x4), that also
focuses on the hardest patterns, and whose performance is similar to that of
Adaboost. Later studies [5], [6] explained Adaboost's good performance in terms
of its aggressive reduction of the margin of classi�cation.

In this paper we will present a further investigation of the relevance of fo-
cusing on the hardest patterns for an explanation of the good performance of
Adaboost. Towards this objective, we will �rst use a novel method to illustrate
how Adaboost's reweighting scheme e�ectively serves to increase the importance
of the patterns near the border of classi�cation. Then, we will propose a new
training scheme for multi net classi�ers (based on Wald's Sequential Test [7])
which sequentially removes the easiest patterns from the training dataset, and
so, also focuses on the diÆcult regions. We will show that it is possible to fuse the
outputs of these base learners in an Adaboost manner obtaining performances
similar to those of RealAdaboost. We will also show the superior performance
of both systems in comparison to a third multi net approach that does not con-
centrate on the hard patterns. In addition, some advantages that the sequential
scheme has over Adaboost will be identi�ed and discussed. Finally, we will ex-
tend the idea of sequentially removing patterns to speed up the classi�cation
phase of the multi net systems that are considered in the paper.

The rest of the paper is organized as follows: the next Section reviews the
RealAdaboost algorithm and includes some graphics showing how it focuses on
the diÆcult instances. Then Section 3 introduces our sequential training algo-
rithm. An extension of these ideas is presented in Section 4 with the objective of
speeding up the classi�cation phase. Section 5 is devoted to some experiments
to compare the e�ectiveness of RealAdaboost, the Sequential scheme, and a sim-
pler multinet system that does not vary the training set. Finally we present some
conclusions, and outline plans for future work.

2 Boosting Classi�ers: RealAdaboost (RA)

RealAdaboost (RA in the following) is a boosting algorithm which is able to
improve the performance of a set of base learners with outputs in the real domain.
We will use the implementantion described in [4].

To build up the RA classi�er, it is necessary to train T base learners, each
one implementing a function ot(x) : X ! [�1; 1] for t = 1; : : : ; T . In order to



introduce diversity, we train the classi�ers to minimize di�erent error functions:

E2

t
=

lX
i=1

Dt(i) (ti � ot(xi))
2

(1)

where l is the size of the training dataset, ti 2 f�1; 1g is the target for pattern
xi, and Dt(i) is a weight associated to the i-th pattern and the t-th classi�er. In
this way, diversity is introduced by giving di�erent weights to the patterns for
each base classi�er.

All weights are initialized to the same value (D1(i) = 1=l;8i = 1; : : : ; l, soP
l

i=1
D1(i) = 1), and the �rst base learner is trained. Then, at each round, RA

increases the weights of patterns having a higher error in the last classi�er:

Dt+1(i) = (Dt(i) exp(��tyiot(xi))) =Zt (2)

where Zt is a normalization factor that assures that
P

l

i=1
Dt+1(i) = 1, and �t

is the weight RA gives to the t-th classi�er

�t =
1

2
ln

�
1 + rt

1� rt

�
(3)

where

rt =

lX
i=1

Dt(i)yiot(xi) : (4)

Once all the classi�ers have been set up, the overall output of the combined
scheme is calculated as

y(x) = sign(o(x)) = sign

 
TX
t=1

�tot(x)

!
: (5)

To illustrate how RA e�ectively focuses on the hardest to classify patterns,
we have depicted in Fig. 1 an example of the partitioning of the input space
carried out for the kwok dataset (details about this problem and the base learner
and settings used are given in Section 5). As RA does not make an explicit
partitioning, we have developed a new method for showing its increasing focus
on diÆcult patterns: for each round we place in a set Xh the patterns with the
highest weights, so their sum is as close as possible (but higher) to 0.75. Then
we color with dark grey the points in the input space where the nearest training
pattern belongs to Xh. Therefore, we can say that the dark grey region has at
least 0.75 inuence in the error function used to train the corresponding base
classi�er. We have also depicted the border achieved by the RA classi�er (up to
each round) with a black line, while the border of the individual classi�ers are
depicted using white lines.

When examining the diagrams, it is apparent that the dark grey region (that
with a higher inuence on the error function) progressively shrinks as the rounds
progress, correctly identifying the most diÆcult patterns. Notice that individual
classi�ers usually achieve poor borders, o�ering bad performances if used alone.
However, RA fuses their outputs so the overall border is re�ned on each step.
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Fig. 1. Example of the implicit partitioning of the input space carried out by Real-

Adaboost as the number of rounds increases. The dark region in each �gure has an

inuence of at least 75% in the error function corresponding to each round. The light

and dark dots are examples of the two classes that need to be separated. We have also

depicted in the �gures the decision border of each individual learner (white line) and

that of the whole RA classi�er up to each round (black line).

3 Removing \Easy" Training patterns: Sequential

Training (ST)

We propose in this section a new method for assembling neural nets, sharing
with Adaboost the property of focusing on the hard patterns. We will use this
method, that we call Sequential Training (ST), to validate the importance of this
characteristic for the good functioning of Adaboost. In this approach, the base
learners are trained sequentially (see Fig. 2), and some thresholds (�+

1
; ��
1
; : : :

in the �gure) are used to decide whether a training pattern should be passed
to the following network (if the current network output is between its positive
and negative thresholds) or not; this implies that each classi�er is trained with
a subset of the training dataset used by the previous classi�er in the chain.

To be more precise, let us denote each classi�er in the chain by Ct, with
t = 1; : : : ; T , T being the number of classi�ers. Let ot(x) be the output of the
t-th base learner. Then the training of the scheme is as follows: the �rst learner
is trained with the whole training dataset D1 = f(x1; t1); : : : ; (xl; tl)g, and its
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Fig. 2. Sequential Training of Classi�ers.

thresholds are selected. The training dataset for the second classi�er is then:

D2 = f(xi; ti) : ��
1
� o1(xi) � �+

1
g :

We iterate the process, so the training set for the (k+1)-th classi�er (k < T ) is

Dk+1 = f(xi; ti) : (xi; ti) 2 Dk and ��
k
� ok(xi) � �+

k
g :

In order to get a good performance from this combined scheme, the selection
of thresholds plays a crucial role. Our aim is that the training datasets are
increasingly restricted to the hardest patterns, so thresholds must be �xed to
remove the easiest patterns. To do this, we could set the thresholds to the highest
and lowest possible values guaranteeing that no misclassi�ed training pattern is
removed, i.e., we could set the positive and negative thresholds to A+

t
and A�

t
:

A+
t
= maxfot(xi) : ot(xi) > 0 and ti = �1g

A�
t
= minfot(xi) : ot(xi) < 0 and ti = +1g : (6)

In order to relax this condition, we will �nally use

�+
t
= A+

t
+ (1�A+

t
)Dt ; ��

t
= A�

t
� (1 +A�

t
)Dt

Dt being a factor that linearly decreases from vi to vf for the di�erent rounds.
Thus, assuming that the outputs of the base learners are in the range [�1; 1],
Dt = 1 (�+

t
= 1 and ��

t
= �1) means that no training pattern is removed from

the dataset. On the other hand, if Dt = 0 (�+
t

= A+
t

and ��
t

= A�
t
) we just

guarantee that we never delete a misclassi�ed training pattern. We will generally
use vi > vf , so we are more conservative for the �rst learners.

As for RealAdaboost, we show in Fig. 3 that the ST scheme also focuses
on the hardest patterns for an example using the kwok dataset. We show on
each diagram the region used to train each classi�er in the scheme (dark grey).
Again, it can be seen that this region progressively shrinks and is restricted to
the area near the frontier as the rounds progress. Comparing these illustrations
to those in Fig. 1, we see that, with the settings we have used, the focus on
hard patterns is less aggressive for the ST scheme, especially during the �rst
rounds. This makes sense, as we have speci�ed that a misclassi�ed pattern can
never be removed from the training dataset. This way, patterns lying in a region
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Fig. 3. Example of the partitioning of the input space carried out by ST as the number

of rounds increases. The dark region is the region used to train each classi�er. The light

and dark dots represent patterns from the two classes that need to be separated. We

have also depicted the borders achieved by each individual learner (black line) and the

contours where the networks achieve the positive and negative thresholds (white lines).

where the opposite class is clearly more likely, will make the selection of good
thresholds diÆcult. We also observe that the decision borders obtained by the
ST base learners seem to be better than those in Fig. 1. We will give numerical
evidence for this in the experiments section.

Once all the base classi�ers have been set up, we fuse their outputs using
RealAdaboost scheme (so, we call the whole classi�er ST-RA): to calculate the
weights of each base classi�er in the fusion, we simply run the RA algorithm
using our base learners instead of training new ones.

In Section 5 we will use ST-RA to validate the importance of focusing on
the hardest patterns for the good functioning of RA. Apart from this objective
(which is the main topic of the paper), we want to point out that, as the training
dataset sizes are reduced during the training, the setting up of ST-RA is faster
than that of RA. In addition to this, the fact that base classi�ers in the ST-RA
net are more powerful than those in the RA scheme, opens the door to interesting
approaches combining the fusion of all nets with the selection of the best one
(or even the fusion of the best ones) depending on the patterns to be classi�ed.
This issue, however, goes beyond the scope of this paper.



4 Fast Classi�cation (FC) using thresholds

As we have explained in the two previous sections, both RA and ST-RA schemes
work by progressively re�ning the border of classi�cation as the number of rounds
increases. This way, it would be possible to correctly classify most of the patterns
by fusing just the �rst or some of the �rst classi�ers, while using the complete
scheme only for the most diÆcult patterns.

In this section we propose to accelerate the classi�cation process (both for the
RA and ST-RA classi�ers) by using thresholds in a way similar to that used for
the sequential training. To do so, let us �rst denote with ht(x) the overall output
given by a multi net system up to the t-th classi�er. Then, to �x the thresholds,
we will use the same procedure that was described for the sequential training,
but considering only those training patterns that could be correctly classi�ed at
any step of the classi�cation process, i.e., we will only consider patterns in the
following subset of the training dataset:

Dc = f(xi; ti) : sign(ht(xi)) = ti for any t = 1; : : : ; Tg :

Once the thresholds are �xed, the classi�cation process for pattern x stops
as soon as ht(x) is above or below the corresponding positive and negative
thresholds. We will show in the next section that this simple procedure can be
used to save a lot of computation during the classi�cation phase.

5 Experiments

In this section, we present numerical results supporting the ideas discussed ear-
lier in the paper. In order to illustrate that focusing on the hardest patterns
plays a crucial role in the good performance of RA classi�ers, we compare the
performances of 4 di�erent classi�ers on three benchmark datasets. Let us begin
with a description of the classi�ers used:

{ Radial Basis Function Networks (RBFN) are the base learners that will
be used by the multi net systems. Our implementation of RBFN initially
selects at random 10% of the training data as centroids. We use Gaussian
kernels as the basis function, and the sigma parameters are obtained by
assigning each training pattern to its closest centroid and then computing
the average distance of all patterns in a cluster to its centroid. This quantity
is �nally multiplied by a factor K. We use an hyperbolic tangent function to
activate the output of the network. For training the weights in the output
layer, we have used an stochastic gradient descent algorithm (wi(k + 1) =

wi(k) �
�

2

@e
2

@wi
) with learning step � = 0:1. 50 cycles through the training

patterns have been shown to be enough for the networks to converge.
{ RA-RBFN is the RealAdaboost algorithm with RBFN as the base learner,
setting the number of rounds to T = 10.

{ ST-RBFN is the ST-RA algorithm having RBFN as the base learner. The
settings for this net are vi = 0:97, vf = 0 and T = 10.



{ 10-RBFN consists of 10 independent RBFN networks trained with the same
dataset (note that, due to the randomness which is present in training, these
networks will be di�erent), fusing their outputs using the scheme inherent
to RealAdaboost. This algorithm has been introduced in order to enable a
comparison to other multi net system that does not pay special attention to
the most diÆcult patterns.

Three binary problems will be used to test the di�erent classi�ers. Kwok is a
2 dimensional synthetic problem that was introduced in [8] and consists of 500
training and 10200 test patterns, 60% belonging to class +1 and 40% to class
-1. Abalone is a multiclass problem from [9] that has been converted to binary
according to [10]. Abalone has 8 dimensions and 2507 (1238/1269) training and
1670 (843/827) test patterns. Finally, pima is Pima Indian Diabetes from [9], a
problem with a high amount of outliers. It is a 8 dimensional problem with 576
(375/201) training and 192 (125/67) test patterns.

Previous to their use, all training datasets were normalized to have zero mean
and unit variance, with the same scaling being applied to the test data. In order
to select the most appropriate parameter K for each problem and method, a
5-fold cross-validation procedure exploring values in range [1; 5] was used.

Table 1 reports test errors for all methods and problems averaged over 50
runs. It can immediatly be seen that, as one would expect, all ensemble systems
reduce the test error achieved by the weak learner (RBFN) alone. It is also
interesting to notice that the standard deviations of the ensemble systems are
generally lower, so we can conclude that the use of a combination of nets has
improved the stability of the networks.

Restricting our analysis to the multi net systems, we notice that both RA-
RBFN and ST-RBFN have achieved lower error rates than 10-RBFN for kwok
and pima and are tied for abalone. This clearly indicates that focusing on the
diÆcult patterns has had a positive e�ect in terms of test error. RA-RBFN and
ST-RBFN are generally tied except for pima dataset. We think that the main
reason for the better performance of RA-RBFN in pima is that our scheme
for threshold selection is quite conservative, especially for this problem which
is known to have a large number of outliers (the implementation of sequential
training guarantees that no misclassi�ed pattern is removed from the training
dataset). Besides, Sequential Training can be considered to be a \hard" version
of RealAdaboost, in the sense that it gives the same weight to all patterns used
for the training of the base networks.

In any case, we argue that the results in Table 1 demonstrate that concen-
trating on the hardest patterns has bene�cial e�ects, and is at least partially
responsible for the good performances that have been reported in the literature
concerning Adaboost. The Sequential Training method provides a di�erent way
of increasingly focusing on the hardest patterns in a classi�cation task, and re-
sults in a similar improvement in performance than that achieved by Adaboost.

In Table 2 we have reported the average size of the training datasets used to
train the base learners that compose both the RA-RBFN and ST-RBFN schemes.
These results have been averaged over the 50 runs, over the 5 folds, and over



Table 1. Average Test errors and their standard deviations (inside brackets) obtained

by RBFN, RA-RBFN, ST-RBFN and 10-RBFN classi�ers.

RBFN RA-RBFN ST-RBFN 10-RBFN

kwok 12.65 (0.34) 12.03 (0.23) 12.05 (0.18) 12.2 (0.19)

abalone 20.63 (0.38) 20.31 (0.35) 20.26 (0.39) 20.34 (0.31)

pima 24.64 (1) 22.97 (0.43) 23.31 (0.75) 23.78 (0.67)

Table 2. Average size of the training datasets (#tr) and average test errors for the

individual classi�ers of the best RA-RBFN and ST-RBFN schemes (according to vali-

dation criterion).

RA-RBFN ST-RBFN

error #tr error #tr

kwok 26.74 400 14.53 281.61

abalone 36.31 2005.6 20.79 1965.6

pima 34.63 460.8 24.81 413.18

the 10 learners forming the ensemble network. The lower �gures from ST-RBFN
mean that the training of base learners is faster in this case. Besides, as we
always use 10% of training patterns as centroids, the lower number of centroids
in the networks will also result in a computationally easier classi�cation phase.

We also give in Table 2 the average test errors for the individual learners
of RA-RBFN and ST-RBFN. As we have already pointed out, the better per-
formance of the base learners in ST-RBFN could open the door to interesting
approaches combining fusion and selection of base classi�ers.

Finally, we have used the fast classi�cation (FC) procedure both for the RA-
RBFN and ST-RBFN schemes. Note that for the selection of the thresholds we
have used both the training and validation data in each fold, but never the test
dataset. In Table 3 we give average errors for the three datasets in this case,
and the average number of classi�ers (T ) that are used for the classi�cation of
a pattern when setting vi = 0:2 and vf = 0. When comparing these results with
those in Table 1, we notice that the computational load is generally reduced by
more than 60 % at no cost in terms of recognition error.

6 Conclusions

In this paper, we have studied the reasons for the good performance of one of the
most widely used multi net systems: Adaboost. We have illustrated, by using a
novel method, how Adaboost focuses its training in the regions near the decision
border. Then we have investigated the importance of this property by proposing,
and testing a new method for training multi net systems that also focuses on
the hard patterns. The new sequential scheme results in similar performance to



Table 3. Average Test errors and average number of classi�ers used during the classi-

�cation phase with the FC strategy. Standard deviations are given inside brackets.

RA-RBFN ST-RBFN

error T error T

kwok 12 (0.21) 1.83 (0.19) 12.05 (0.18) 1.48 (0.2)

abalone 20.31 (0.35) 2.77 (0.44) 20.26 (0.39) 2.04 (0.5)

pima 22.97 (0.42) 3.4 (0.37) 23.31 (0.75) 2.59 (0.44)

that of Adaboost: a demonstration that reinforces, by di�erent means, Breiman's
remarks in [1] about the role of Adaboost's increasing focus on diÆcult patterns.

The sequential scheme can also be seen to o�er some advantages over Ad-
aboost. It uses smaller training sets, reducing training times, and relies on an
easier classi�cation phase (using a lower number of centroids). The component
nets in the scheme also show better individual classi�cation performance. The
ideas of sequential classi�cation have also been useful to speed up the classi-
�cation phase. Further research on the sequential scheme is planned. We are
currently working on new methods for threshold selection. And, as a next step,
we will use the sequential scheme as the basis for the development of architec-
tures that are able to switch between selection and fusion, taking advantage of
the good performances of the base learners.
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