Al-Driven Alert Triage in Security Operations Centers
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TR e ey Problem statement

A SOC monitors, detects, and responds to cybersecurity threats for multiple clients. GMV-CERT has a two Level analyst structure: L1 triage, L2 deep analysis

1. CYBERSECURITY ALERTS 2. GMV-CERT: SERVICE TO MULTIPLE CLIENTS

The SOC receives a high volume of The SOC monitors and responds to a large number of clients (projects)
alerts from multiple security sources across different industries and geographies.
detecting different types of incidents.

Malware
e o o
e.g., virus, ransomware,
[= == i)

trojans Client / Project 1 Client / Project 2 Client / Project N

Intrusion & Attack
~ e.g., brute force, exploitation, Q Each client uses its own security tools and nomenclature.
O s

lateral movement Alerts and information are not standardized.

Phishing & Social Engineering

e.g., phishing emails, 3. TWO-LEVEL ANALYST STRUCTURE
credential theft

. The SOC operates with two levels of analysts working together
Network Anomalies

e.g., C2 traffic, scanning,
DDoS

to monitor, analyze and respond to alerts.

Policy / Data / User Risks ‘ a ‘ ‘ a .
e.g., data exfiltration, privilege . - . -

s, JeRyiEshaice L1 ANALYSTS (8x5) L2 ANALYSTS (24x7)
High volume, noisy, First line analysts Advanced analysts
and imbalanced stream Initial triage and analysis Deeper investigation
(many benign vs. few critical) and response
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SOC Alert Triage

Two key decisions: escalation and reporting. Different impact.

‘4 ™

Q 1. ESCALATION

Send to higher-level analysts (L2)?

L1 ANALYSTS

First line triage

Decision Error Business impact
High impact
o Miss (not escalate) A complex alert is not
- N escalated to L2.

1. ESCALATION

: Lower impact
Send to higher-level 0 . '
analysts (L2)? An alert is escalated

unnecessarily.

— _ A
—)Q-—)O—<
-

‘:}_ 2. REPORTING
" Inform the client?

S

| 1. ALERT 2. REVIEW AND 3. MAKE TWO
RECEIVED UNDERSTAND ('zEPC::L(')-?ESL) \, - « o 7 REPORTING ‘ Declaion.Exror Business impact
Inform the client?
High impact
’ o False report An unnecessary report is
sent to the client.
Lower impact
0 Miss (not report) A relevant alert is not

reported to the client.
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DATASET

Experimental dataset: GMV-CERT alerts

170,653 real-world SOC alerts from 24 projects, with escalation and reporting decisions, collected between 2023 and 2025

-
ESCALATION TASK
Need L2 / senior
support?
.

<

~
~

IR 298.39

570 escalated

DATASET (GMV-CERT)

170,653

raw SOC alerts

Al-driven alert triage in SOCs

25

monitored
projects

( ke
y \ af)-
v | -
INCOMING ALERT » | REPORTING TASK
2023-2025 IR 3.87 Should the alert be
collection period ° reported to the client?
~ 35,037 reported - 3

27 MIXED TYPES
real-time categorical, numerical,
features textual and binary

information



OUR SOLUTION Proposed framework

A simple human-in-the-loop pipeline

F ke
HISTORICAL SOC RECORDS
9
P Timestamp (t)
s

Event time

Raw alert information (X)
Alert fields at triage time
v (severity, source,

analyst, project,

category, ...)
N
L Analyst decision (y)
: - Raw decision at triage time

(escalate / report / ...)

Analyst experience (w)

Context analysis (C)

Sliding-window workload

: I and operational activity

(e.g., counts by severity,
analyst, project, ...)

~

»

Clean (A)

Remove noise,
invalid and

missing data

o =
Vv -

~&

Label standardization (y*)

Harmonize criteria
and reduce noise

L A —>

y*

®00® [, code
000

e OHE
Swivel20

CNNMulti512

9

Operational
business costs

N

Operational costs

set by business
priorities

l

7

%,

©

Cost-sensitive
models

Individual or Ensemble:

¢ LogReg, Bayesian MLP
e RF, LGBM, XGBoost

¢ LSEnsemble

=
f )
N
A | Analyst
recommendation
Escalate /
Report / ...
\ J

Project / global
analyst history
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Preprocessing: GLEAN

Make raw alerts consistent, reliable and useful

RAW ALERT RECORD

(examples)

CLEANED ALERT RECORD

(examples)

CLEAN (preprocessing)

Make raw alerts consistent, reliable and useful

Title / Description with prefixes
(ABC_XXO0001) Windows events

— Dangerous command execution

Inconsistent categories

United States / united states /
USA / U.S.

@@ 0 @

%

Synonyms and variations
blocked / dropped / DENIED /

auditoria correcta / rooté

Missing values
NaN / None / - / (blank)

Encoding issues
Ao/ A+ /A;/A- /A3

Irrelevant alerts
Mailbox ... / CERT-EU ...

Business rules (out of scope)
Events before project start date

Dropped projects ...

N

1. Clean text
Remove prefixes and extra

spaces, standardize formatting.

2. Normalize values

Map synonyms and variants to a

canonical representation.

3. Handle missing values
Fill NaN / None / blanks with

standard placeholders.

4. Fix encoding issues

Detect character encoding
(e.g., UTF-8) and fix.

Al-driven alert triage in SOCs

5. Filter data & apply rules
Remove irrelevant alerts and

apply business rules.

~

OUICHONCINC)

Title / Description

Windows events —

Dangerous command execution

Country (normalized)

United States

Action (standardized)
audit success / deny / block

Missing values handled

(standard placeholders)

Correct encoding
a/éli/é/ualhn

Irrelevant alerts removed
(e.g., Mailbox, CERT-EU)

Business rules applied
Only events within scope

kept




Label standardization

Goal: resolve contradictory labels for the same input alarm pattern

* |dentical observable alert

patterns can appear with 1. INPUT (after CLEAN) 2. STANDARDIZATION STRATEGIES 3. OUTPUT
d iffe rent la be lS . Patterns have controdictory labels How the final label is decided Result All records of the pattern
A lvst d id . niideni il (all rows) get the same standardized label
- nalysts may decide using ositive (single .
additional operational Time NP oginal abel 0 ppamn O ® O ® © © 5 Tme | Kerpatem  Sundodied
information not pres entin at least one positive.
10:01 Same pattern X False 10:01 Same pattern X True

the alerts available to the

Majority
m Od e l. 10:05 Same pattern X False . l l @ @ @ @ @ @ - 10:05 Same pattern X True

Assign the most

— Therefore, thisis not gt F=3 T=3
N 10:12 Same pattern X True 10:12 Same pattern X True
necessarily an SOC Tie — POSITIVE (T) .
Op e I‘atIO nal | ncons | Ste ncy, 10:18 Same pattern X False i 10:18 Same pattern X True
but a data-level ambiguity - SPeoes™ 000000 .,
from the m Ode l.’S p0| nt Of 10:25 Same pattern True pri'ori?i.es usirjg b Same pattern X True
. reliability weights. w = 3 for True (T)
VIEW. 10:32 Same pattern X True 10:32 Same pattern X True
,"";\,; \ Last label N
. . \\K\ lL " Use the most @ @ @ @ @ ®_ =2
* Label standardization W i

Consistent, reliable labels

improve model learning

reduces th|S amb|gU|ty, f — Single transition (F=T) () ;?\ ®0O 00O > [FTJ‘\ 0

. . We standardize the label
ma kl ng th e. lea rni ng .ta rget (O/) for all records of the pattern |M Isai:gte::i::::;:m use Single transition M=F)  (T) (M) ™) F) &) () - l F|
more consi Ste nt Wh | l.e using one of the following strategies.

Otherwise: weighted and stability.

H HPP majority (w = 3 for True). No single transition ®® ® 6 @ ¢
preserving all the original PRSI e e T
Samples. w = 3 for True (T)
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Contextual workload features (C)

We quantify recent workload around each alarm using a rolling time window

Motivation:

During validation with GMV-
CERT, we observed that
escalation decisions depend
not only on alert content, but
also onthe recent operational
workload around each alert.

Contribution:

We extend alert-only modelling
(A) with operational context (C),
derived from recent alert
activity at the analyst, project
and SOC levels, and optionally
segmented by severity.

Window selection:

A 6-hour rolling window
provided the best trade-off
between short-term workload
information and excessive
temporal dilution.

Result:

Context improves escalation,
where workload and time
pressure matter, but has little
effect on reporting.

Al-driven alert triage in SOCs

o ALARM TIMELINE

Alarms arrive over time.
Each has a severity.

0710 0805 0940 M5 12:30

O ) M P

i - - P :2- ? >
HIGH HIGH LOW time

*

Current alarm

o COMPUTED FOR

e B B

e

Global SOC
(soc)

Analyst
(tramitador)

Project
(proyecto)

o ROLLING WINDOW (e.g., last 6 hours)

For the current alarm, we look back in time.
Only past alarms are used (no leakage).

o WHAT WE COMPUTE

From the alarms inside the window.

COUNT OF ALARMS

How many alarms
occurred in the window.

INTER-ARRIVAL TIME

Time between consecutive
alarms (in seconds).

For both: we compute statistics such as

mean, median, standard deviation, min, max, etc.

: 6h
o0 st Current alarm
e WHY 6-HOUR WINDOW?
OPTIONAL: M/O\.
By severity Balanced i
& | g
couracy . . : S _? —

' ® . | -+— Escalaticn
HIGH MEDIUM LOW | Reporting

R LS e O T (R

Window size (hours)

& HOURS IS THE
BEST COMPROMISE

+ Captures short-term
workload dynamics

+ Avoids long-term
dilution and noise

+ Improves escalation
performance without
adding unnecessary
complexity



Encoding
FRAMEWORK

Heterogeneous features: High dimensional encoded representation

INPUT (after CLEAN) ENCODING ENCODED REPRESENTATION
Feature types How we transform each type of feature Encoded form (example)
e 2 7 N a N
Binary features . .
ON y ! ! Binary encoding (£1)
e schedule_L1 (24x7 / 8x5) _} __}
; . . : Map True / False +1 -1 +1 -1 +1
* scrip_exists, dstip_exists AR
« scrip_public, dstip_public KOF=ine L
. J 3 J
7~ b s A 2 =
Numerical features I Standardization (Z-score)
|
¢ AlertLevel (8-16) — | Transform to:mean:0 =P | |-1.25 | 0.00 | 0.73 | 1.41 | -0.89
. « Context (e.g., inter-arrival time, ! andistandaididenation:d
alarms count per time window, etc.) -
. e, % P, \ P
Categorical features 110{0].| One<Hot Encoding (OHE)
e - : : o : R
- proyecto, severidad, try, dstcountry, | el — |
ke 01110 Comvert eachcategory (ofofr1]ofofo]-]o]
=i - - b s i
use_case_id . 0 ‘ 0 to a binary vector
'd ) N (
Textual features ® NLP Embeddings
i _ N : , | Complex text (CNNMulti512) ) g ) o S T
+ Complex (rich) text: ® ‘@ ® Encode text using pre-trained
titulo_investigacion, use_case_name, —’ x);y:/.._f-: inodals acson ding % complexity: —.} ‘
url_str, id_str LN\ ' ‘ . Simple text SWIVEL20) [ [ [ [ ]
* Simple text (domain-specific short text): ‘ ~ Complex(rich)test=n CNNMUMS (2 Gt ;
extra_data_str, action_str, fuente, alert_name * Simple text — SWIVEL20 (20 dim)
& J - J % 7

FINAL ENCODED REPRESENTATION

A: 1,030 f
All encoded blocks are concatenated ---------.-...--.---.... RasS

into one numerical feature vector. B Binary (+1) B Numerical (Z-score) B Categorical (OHE) B Textual (NLP embeddings) A+C: 1,046 features

Al-driven alert triage in SOCs 9



Experimental design
EXPERIMENTS

Cost-sensitive learning models

Q COST-SENSITIVE LEARNING

Training incorporates operational costs
and analyst experience.

9 EXPERIMENTAL SETUP

0 MODELS EVALUATED

We evaluate individual and

ensemble-based classifiers. DATASET (GMV-CERT)

INDIVIDUAL CLASSIFIERS ——

Logistic Regression
Linear probabilistic model.

Bayesian Binary MLP

Class weights

Set from operational business costs.
Reflect the relative cost of false
alarms and misses.

Real-world SOC alerts
16 months of data

Optimizes Bayes cost via m Sampls-waiglits 12 months 4 months
Parzen output-density '
© :
estimation. Analyst range experience
Y TRAIN 80%  [Eawsil TEST
—— ENSEMBLE-BASED METHODS —— @ o o
0.25 0.50 0.75 1.00 1.50 L ) ) ’
A$ ‘ Random Forest Y time
Bagging-based tree ensemble:
trains many trees in parallel / Bayes cost 48,961 alerts 14,449 alerts
and combines their votes. < O ’ €. =G Bes s g
oy = FA 1 FA M M

LightGBM
Fast gradient boosting trees:
builds trees sequentially to

correct previous errors.

& XGBoost

false alarms + misses, weighted by cost
Pry = probability of false alarm
Py = probability of miss

Cra, C = normalized costs

HYPERPARAMETER VALIDATION

AV' Regularized gradient boosting - _

- trees: adds regularization to (Cra + = 1) Grid search validation on the last
control complexity and improve s : ;
el " f v/ | 20% of the training period using

Bayes Benefit Bayes Benefit as metric.

@@®@® LSEnsemble B g g C #

'.‘ Class switching + Bayesian .I By i B

threshold correction to control
the operating point.

Al-driven alert triage in SOCs

higher is better
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Optimizing the operating point

EXPERIMENTS
Cost-sensitive triage: business priorities define the operating point

SYMMETRIC COSTS ASYMMETRIC COSTS

¢ WI th Sym m et rc Both errors are considered equally costly. Errors have different impact.

H We treat misses and false alarms the same. We penalize more what hurts the SOC objectives.
costs, misses and
m e ) ESCALATION (protect the SOC) 2 REPORTING (protect the client)
fa I.S e a l.a r S a re —> Q Coid suttona Goal: do not miss real threats S Goal: do not send false alarms to the client

TV S .

penalized equally. e | —— (@ comecr (@ comeer

m e MISS Good outcome ‘ Good outcome
2~ £ = (M = |
;s ® but it was important) m ! MISS - ; MISS

Cost =1 \ ‘ nd E | (Real threat ‘ - ﬁ ‘ —til (Real threat

e With a Sy mmetric AAR;ICES e :,E::f: Y ¥ ot sscalsted) - ot repcrted)

or Not EACSEALAR ALERT TRIAGE DECISION _ Ms ) ALERT TRIAGE DECISION | Lowcost  $
C O StS t h e p e n a lty - -4 Q ARRIVES Escalate / or Not | ARRIVES Report / or Not ‘ \
’ - (Esalated Reported 0 FALSE ALARM L J e FALSE ALARM
reflects the business Py e | @ e
ost = but escalated) [ to client) |
. . b & Low cost S High cost sss
objective: - — , , )
H . H H ::eT if:j E:eAk:laobr:lance: J b AL ' INTERPRETATION
E S c a lat I O n . m I S S I n g avoid misses and avoid false Missing a real threat is very harmful A false report damages trust,
. . . alarms with the same priority. (incident, damage, downtime). reputation and causes noise.
a re a l_ I n C I d e nt I S b J We accept more false alarms. J We accept some misses.
more costly s RoC SPACE RoC spAcE
1 'y .
. g0 . 1 1
* prioritize detection ) B P /
iR Rttt BALANCED D D
0 ) 22 i POIL oo o SHIFTED ) R—— SHIFTED
(e'g' > 95 %). g E 2ol o :. OPERATING 5 / :. OPERATING
H : J POINT | POINT | POINT
R e po rtl n g : Se n d I n g : Treats both errors : Higher detection, ’ : Lower false alarms,
a false report to the | ) | scep mor / u e
! I I I sses
. . 0 I 0 | 0 | |
7 ! > | I > 1 1 1 =
C lle nt I S m O re C 0 St ly 0 PFA (False alarm rate) 1 0 pFA (False alarm rate) 1 0 PFA (False alarm rate) ;
H T4 Tl More More More More More More
* p rl O rl t Ize p re C I SI O n false alarms misses false alarms misses false alarms misses

-
8
-
X

and reduce false
alarms (e.g. <5 %).

Al-driven alert triage in SOCs 11



Results summary

EXPERIMENTS

e Escalation benefits from
context:

— the bestresults use
intrinsic + context features.

* Reporting is mainly driven
by intrinsic alert features:
— context adds little value.

* Asymmetric costs change
the operating point toward
the SOC needs,

— especially by increasing
detection when misses are
costly.

* LSEnsemble and LightGBM
are the strongest models
overall.

Al-driven alert triage in SOCs

°

ESCALATION TASK
Should the alert require higher-level analyst intervention?

Standardized labels -

Fosture set Best model B8, (1) Pra (4) po (1)
@ el LSEnsemble 0.8751 0.0919 0.8421
e g LSEnsemble 0.7509 0.3404 0.8421
[, Comined LightGBM 0.8966 &  0.0450 0.8421

1: RESULTS WITH SYMMETRIC COSTS

Metric: Bayes Benefit (BB)

-
) =
-~

e

(Equal misclassification costs)
{In this case, BB = Balanced Accuracy)

REPORTING TASK
Should the alert be reported to the client?

KEY TAKEAWAY (Escalation):

Context helps escalation.

Best overall result: LightGEM with A+C,
LSEnsemble is strongest with A alone and C alone.

2: RESULTS WITH ASYMMETRIC COSTS (pifferent operating points for SOC needs)

Metric: Bayes Benefit (BB)
ESCALATION TASK

Cost setup: miss cost more (misses more serious)
Metric: Bayes Benefit (BB)

o

Feature set Best model BE (1) Pra (1) Po (1)
7 [t e LSEnsemble 0.9063 0.2695 0.9649
[~ 1 Context _
LC ) reatures LightGBM 0.8819 0.4723 1.0000
[ | Combined . e
[ i LightGBM 09162 & 0331 | 1.0000

Feature set Best model BB, (T) ea Po
: - g
A festres LightGBM 0.8751 0.0777 0.8279
' Co
C ] s LightGBM 0.5212 0.2049 0.2473
AC| fotmes. LightGBM 0.8705 0.0780 0.8190
@ KEY TAKEAWAY (Reporting)
LS Intrinsic alert features carry almast all the infermation.
Context alone is weak; adding context does not improve over A alone.
(Higher BB is better)
- REPORTING TASK
'l‘ "o Cost setup: false alarm cost more (false reports more harmful)
Metric: Bayes Benefit (BB)
Feature set Best model BB (T) P (L
| Y] ot LSEnsemble 0.8934 & | 0.0476 0.7754
[C) e XGBoost 0.6731 0.0035 0.0263
[Aec| Gombioed | SEnsemble 0.8919 0.0381 0.7517

KEY TAKEAWAY (Escalation):
Asymmetric costs push the operating point toward high detection (pg ).
Best overall: LightGBM with A+C. LSEnsemble remains the best option with A alone.

Intrinsic features

@ {Alert content)

Best scone for
that taskfcost block

¢

c Context features
[Amalyst workload, time, etc.)

@ KEY TAKEAWAY (Reporting):
ey Asymmetric costs reduce false alarms (pgg ).

Best overall: LSEnsemble with A. A+C gives a very similar result; context alone is weak.

A+c il Combined features
[A + C together)

Pra: Lower is better

BB: Bayes Benefit (Higher is better)
Pg: Higher is better

12



SONGHISIONS

SOC alert triage involves two related decisions: escalate to L2, report to the client, both, or neither.
* Escalation benefits from operational context (A+C).
* Analyst workload and alert pressure affect escalation decisions.

* Reporting is mainly driven by intrinsic alert information (A).
* Contextualfeatures alone are weak, and adding context does not improve the best models.

* Label standardization improves consistency.
* Itreduces contradictory labels forrepeated alert patterns while preserving the original samples.

* higher detection for escalation, fewer false reports for client reporting.

* Overall, LightGBM provides the strongest absolute performance in most scenarios, while LSEnsemble

| * Cost-sensitive learning moves the operating point according to SOC priorities:
|] achieves the best operating point for reporting under asymmetric costs.

Thank you

fran@ing.uc3m.es

www.incibe.es
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